
Decision Service Explanations – Mike Parish 
Silvie Spreeuwenberg wrote that “Advice Without Explanation Is Not Very Intelligent“. 

In this document I will take a look at the Corticon approach to explanations. 

Some General Comments 
Most rule based projects begin their life as text descriptions of the business policy. 

For example  

In order to qualify for this benefit program, you must be a resident of Texas, either pregnant or 

responsible for a child under 19 years of age, a U.S. national, citizen, legal alien, or permanent 

resident, have low or very low income, and be either under-employed (working for very low 

wages), unemployed or about to be unemployed 

Historically, when such policy was implemented in traditional programming languages (as IF THEN ELSE 
statements) the result would be Boolean. Either you qualify or you don’t. 
  
An applicant entering their data in a web based application might then end up with a message saying 
“Sorry, You do not qualify for this benefit” with absolutely no information about why they didn’t 
qualify. 
 
I’m sure you have all encountered applications or software that was equally unhelpful and felt incredibly 
frustrated that the programmer was too lazy to write meaningful explanations. 
 
In a modern business rules application that approach is simply unacceptable. 
 
Every decision made by the system should be able to provide a detailed explanation of exactly how 
that decision was made. It should show the steps in making the decision, any critical values used in 
the decision and should be able to trace back to the original policy documents from which the rules 
were derived. And it should also be possible to save that data in a permanent audit trail. It should 
even be possible to “replay” an old execution (using the appropriate version of the decision service) at 
any future time. 
 
And this should be true for any system, not just rule based systems (and that includes AI systems!!!) 
 
Creating detailed explanations in conventional code is rather tedious, but not impossible, and you rarely 
see it done. 
 
In contrast, rule engines generally make the process easier because they more clearly identify all the 
little rules that make up most complex decisions. 

  

https://www.brcommunity.com/articles.php?id=b895


What is the Corticon Approach to this? 
First, let’s look at the policy modeled in a Corticon decision table using natural language. 

The first thing to notice is that what was one sentence in the policy is really many separate rules. Some 
of them deal with the situation when you do qualify and some deal with the situation when you don’t 
qualify. And there might be yet more rules that deal with invalid data. 

 

By splitting the policy into these separate rules we can provide greater visibility into what is happening. 

This is achieved by means of the rule statements. These are free form statements that can be attached 
to rules. You can have as many as you want for each rule and you can also embed actual values from the 
rule execution if needed.  
 
These statements are part of the output sent back by Corticon to the calling application which can then 
display them on the user interface to explain how the decision was made. The messages could also be 
saved as a permanent record of the decision. The “Ref” column tells which rule the statement is 
associated with. The “Alias” column tells which particular business object the rule was applied to. And 
the “Post” column allows you to categorize the message as informational, warning or violation. 
 

 



In addition to rule-specific messages we can also provide the full original policy statement as part of the 
output of the decision. You could even include the rule change history as part of the messages if that 
were important to record in an audit trail. 
 

Sample Execution

 

Usually people who qualify don’t care about the precise reasons why, but we could easily expand the 
rule statements to make a different message for the two cases. 
 
On the other hand those that do not qualify almost certainly will want to know why and the various 
messages from the rules provide this detail. We can even display the full policy statement. 

 

Note that the number to the left of the message identifies which particular rule generated the message. 

  



Creating a Permanent Record of the Decision 
Corticon also provides a mechanism whereby you can store this information directly to a database so 
you have a permanent record and can do further analysis. In the executions table you would see 
something like this which shows the decision service name and version number and the start and stop 
times. 

 

Associated with each of these records are one or more rows in a messages table like this which is 
showing the messages for the first 4 executions listed above. 

 

Since this data is in a database it’s also possible to use Corticon to analyze the execution results. 
This enables us to calculate statistics by decision service, by version of the decision service, by rule sheet 
and even by rule. The analysis produces a number of results 

Summary of the messages in each execution 

I, W and V indicate number of info, warning and violation messages 

 

Summary of executions by decision service and version 

 



Summary of executions by version and rule sheet 

 

Summary of Executions by version and rule 

 

 

 


